
I S A C A   ·   S E P T E M B E R  2 0 2 6

The road to 
Sovereign and Safe AI

Harmenjan Sijtsma
CEO, EU GPT

Vadim Chepegin
CTO, EU GPT

Insights on governance, compliance and security



From ASN GPT to EU GPT

A S N  B A N K   ·   2 0 2 3 – 2 0 2 5

Internal AI platform

EU GPT

E U  G P T  B . V.   ·   T O D AY

Sovereign European AI platform

O V E R  2 0  Y E A R S  O F  A I  D E L I V E R Y

1998  Econometrics ING Rabobank ASN Bank EU GPT



Our experienced team, for Europe

Fourteen people, 75 years of combined hands-on AI experience.
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The evolution of AI

?

WA R M - U P  Q U E S T I O N

When was the first 

AI model built?



Up to 2000: ever more computing power

?

WA R M - U P  Q U E S T I O N

What was the name 

of the chess 

computer?



Since 2022: smart AI models

?

WA R M - U P  Q U E S T I O N

How long did 

ChatGPT take to 

reach 100 million 

users?
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Examples of AI tooling at ASN Bank

Transac�on

categorisa�on

Customer feedback 

categorisa�on
AI assistant

Which is GenAI and which is traditional AI?



Generative AI vs traditional AI

What are the differences?

Traditional AI

Collect your own data and build models to 

predict or recognise patterns.

E X A M P L E S

Statistics  ·  Analytics  ·  Machine 

learning

Generative AI

Data has already been collected and 

models already built to generate new 

content such as text, audio, images and 

video.

E X A M P L E S

LLMs  ·  ChatGPT  ·  Copilot



Challenges and what worked at ASN Bank

C H A L L E N G E  1  O F  2

1

Lack of knowledge 
and trust

How do we build AI in this context?

?

What worked at ASN Bank?

Discuss in pairs: how would you approach this?



Challenges and what worked at ASN Bank

C H A L L E N G E  1  O F  2

1

Lack of knowledge 
and trust

How do we build knowledge of and 

trust in AI?

W H AT  W O R K E D

Make it safe, then make it 
easy

• Central AI team for coordina�on and educa�on

• Develop an AI policy

• Quick win with risk colleagues

• Start with a secure AI assistant for everyone

• Champions who drive adop�on per team



Retrospective at ASN Bank

ChatGPT

PolicyEU AI Act

Blocked Allowed for
AI Center

ASN GPT 
on AWS

Way of 
working

Technology 
available

Platform
selection

Use case 
inventory



Three types of AI applications

Informa�on 

genera�on

Text review

and style

Q&A on internal 

documents

Technology 
available



Challenges and what worked at ASN Bank

C H A L L E N G E  2  O F  2

2

Too many AI tools

How do we keep the number of AI tools 

under control?

?

What worked at ASN Bank?



Challenges and what worked at ASN Bank

C H A L L E N G E  2  O F  2

2

Too many AI tools

How do we keep the number of AI tools 

under control?

W H AT  W O R K E D

Ask: is this really needed?

• Business case, reusage?

• Risk assessment of every new AI applica�on

• Central register, visible to all colleagues



Define the ambition per department, but start small

1. 
Workshop / 
quick wins

2. Pilot
3. First 
rollout

4. Broader 
adop�on

5. Agen�c 
AI
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QU E S T I O N

What share of AI users bring their own AI 

tools to work?

A 21 percent

B 53 percent

C 78 percent



AN SW E R

What share of AI users bring their own AI 

tools to work?

A 21 percent

B 53 percent

C 78 percent Correct

Source: Microso� & LinkedIn, Work Trend Index 2024 (31,000 knowledge workers, 31 countries)



Critical organisations are stuck

T H E  P R E S S U R E

30–50%
of working time goes 

to administration

→

T H E  B O T T L E N E C K

The AI time 

saving lies in 

files with 

sensitive 

data

And that is exactly where 

US AI cannot be used

→

T H E  R E S U LT

Manual work 

or Shadow AI



The US government can demand your data

U S  L AW  ·  A L R E A D Y  I N  F O R C E E U  L AW  ·  O N  I T S  WAY

CLOUD Act

Providers must hand over data, even when it sits in Europe.

FISA 702

Agencies may collect data on non-US persons. No case-by-case 

review.

Export controls and sanctions

Access can be cut off overnight.

1

Location
Data and infrastructure in the EU

General use

2

Enhanced safeguards
EU staff, EUCS, external audit

Legal and judiciary

3

High sovereignty
No third-country control

Government · Education · Healthcare · Financial

4

Full control
Grip on the entire software chain

Defence and critical infrastructure

Sovereignty shifts from a position to a procurement requirement.

Source: Cloud and AI Development Act (CADA), four sovereignty levels



European AI, such as EU GPT, solves this

L A Y E R U S  P R O V I D E R S E U  G P T

Tools and agents Connections to your systems
Our own layer
Agents in your own environment

EU

Application ChatGPT · Copilot · Gemini
Our own layer
EU GPT B.V., Amsterdam

EU

Data Your prompts, documents and case files Customer stays the owner

Model OpenAI · Anthropic · Google
Open weights (US, CN, EU)
Models do not save any data

EU

Compute and cloud NVIDIA · AWS · Azure · Google Cloud
Cloud (Scaleway)
French company, security at scale

EU

O N E  B L O C K  U N D E R  U S  L AW

EU GPT keeps your data safe from US law



Open-source models practically at the same level



Enough depth in open-source models



Six times not the easy way

For every component a US service was the obvious choice. Each 	me we chose European, self-built or open source.

6 / 6
components under our own 

control, on European infrastructure

One subprocessor

Scaleway, Paris, 100% European 

owned

Authen�ca�on

Auth0, Okta, Entra ID

✓ Open source, self-hosted per environment

Language models

OpenAI, Anthropic, Google

✓ Open weights on European cloud

Document processing

Google Document AI, AWS

✓ Open source, within our own environment

Speech to text

US speech APIs

✓ Open model, self-hosted in Europe

Spell checking

Microso� Editor, Google

✓ Open source plus our own model

Error tracking

Sentry (US)

✓ European alterna�ve, self-hosted



Mistral and SafeGPT use US cloud



PA R T  4  O F  5

04
EU GPT in practice and outlook
Features, examples, �me savings and roadmap

01  Where we stand 02  ASN Bank lessons 03  Sovereign AI 04  Prac�ce & outlook 05  Controls



Immediate value with European AI, such as EU GPT

Web search
Web and your own documents

AI Agents
Take over recurring work

Citations
Mandatory source references, built with UvA

Output in PPT and PDF
Straight to presentation or report

Voice AI
Reports and minutes, also offline

Vibe-coding
Build software in plain language

API
Embed in your own portals and systems

eugpt.nl

Everything runs in Europe
Scaleway, France · open-weight models



Citations

ANSWER IN EU GPT THE SOURCE, DIRECTLY AVAILABLE IN EU GPT



Example: homework checker for NMI

EU GPT analysis



Example: fitness schedule at UvA (USC)



Value from European AI

Healthcare

30–45
minutes per shift

Voice reporting, answers 

from your own protocols

Client files

Local 

government

1.5
hours per interview (approx.)

Interview reports for social 

support and youth care, 

grant information

Social support and youth 

care files

Legal

1–2
hours per contract review

Contract review against 

your own model clauses

Litigation files

Education

4–6
hours per teacher per week

Marking with feedback, 

creating teaching material

Student files

Indicative time savings. They can only be realised safely with European AI.



Product roadmap

Six steps in product depth. The first two are live, the next two follow within three months.

T O D AY W H E R E  E U  G P T  I S  H E A D I N G

First knowledge 

features

Chat

Web search

Agents

Citations

Live

New knowledge 

features

Voice AI 
notes

PPT and PDF

Just live

Knowledge retention

Internal 
memory

In 2 months

Compliance

Regtech

In 3 months

Workflows

AI 
automation

Later

Business models

Model 
training

Later



Compliance hub: compliance through use
From regulation to a score and a go / no-go per answer or action

Starting point Compliance hub Output Optional

Cyberjuice

provides three options

General regulation

Specific regulation

Organisational policy

Compliance hub 
EU GPT

loaded as guardrails

Chat

Agent

General

Compliance 
score output

Green Amber Red

For

chat, agent or general

At the level of

user, role or organisation

Go / no-go

Per chat or agent: whether or 

not to give an answer or take 

an action, with advice to the 

user.

Go

No-go + advice
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0 5   /   C TO  P E RS P EC T I V E

What would you need to trust this AI?

A prac�cal ques�on for the people who assess technology, controls and evidence.

EU GPT Vadim Chepegin  ·  CTO ISACA  ·  September 2026     01

OPENING DISCUSSION

“Prepare a management brie�ng using

our �les and what we learned last month.”

One request. Several data boundaries. A consequen�al output.

Company sources

Retained context

✓ Accountable use

DISCUSS What would you inspect �rst?



0 5   /   C TO  P E RS P EC T I V E

From assistant to organisational intelligence

Our direc�on: useful answers that carry context, boundaries and responsibility.

EU GPT Vadim Chepegin  ·  CTO ISACA  ·  September 2026     02

PRODUCT DIRECTION

Useful assistant

Help with daily work

Company knowledge

Connect evidence and 

terminology

Scoped memory

Retain useful context

✓

Controlled agents

Act within explicit 

permissions

The value: less reconstruc�on, more relevant answers and controlled follow-through.



0 5   /   C TO  P E RS P EC T I V E

Sovereignty is a chain of controls

European infrastructure is the founda�on. Control must con�nue through the work"ow.

EU GPT Vadim Chepegin  ·  CTO ISACA  ·  September 2026     03

DESIGN PRINCIPLES

Infrastructure

Where processing 

happens

EU loca�on and 

opera�ng dependencies

Iden�ty & isola�on

Whose data is in scope

Tenant, project and user 

boundaries

✓

Policy enforcement

What may happen next

Purpose, permissions 

and approvals

Evidence

How we demonstrate it

Decisions, tests and 

accountable review

Infrastructure + boundaries + enforceable decisions + evidence



0 5   /   C TO  P E RS P EC T I V E

Our foundation today

The opera�ng architecture described in our current pla$orm baseline.

EU GPT Vadim Chepegin  ·  CTO ISACA  ·  September 2026     04

CURRENT BASELINE

Users

Employees / admins

✓

Keycloak

Iden	ty & SSO

Web & API

Applica	on access

Orchestra�on

AI work/ows

Scaleway models

EU inference

Conversa�ons & �les

Stored content and metadata

Opera�onal services

Logging, monitoring, backups

Control points

User context · project roles

API keys · ownership checks



0 5   /   C TO  P E RS P EC T I V E

Current architecture: where controls apply

Iden�ty, applica�on checks and opera�ng boundaries in the exis�ng baseline.

EU GPT Vadim Chepegin  ·  CTO ISACA  ·  September 2026     05

CURRENT BASELINE / DETAIL

OPERATING BOUNDARY: EU HOSTING ON SCALEWAY · SEPARATE TEST / ACC / PROD

Users & partners

Authen	cated user 

context

✓

Keycloak

SSO and role mapping

Web & API

Revocable API keys

Applica�on

Work/ows and guardrails

Models in EU

LLMs and embeddings

Applica�on access checks

Project membership · roles · resource ownership

Conversa�on & �le storage

Content and metadata in EU

Opera�ons across services

Logging · monitoring · backups

Secrets remain outside applica�on code; universal tenant enforcement is a hardening priority.



0 5   /   C TO  P E RS P EC T I V E

What is already implemented today

Six concrete elements of the pla$orm’s opera�ng founda�on.
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CURRENT BASELINE / CONTROLS

1 EU-hosted environments

Current environments and services 

run on Scaleway.

2 Environment separa�on

TEST, acceptance and produc�on 

are opera�onally dis�nct.

3 Project access control

Membership and project roles 

shape workspace access.

4 Resource ownership checks

Files and conversa�ons are linked 

to user context.

5 Iden�ty and API access

Keycloak authen�ca�on and 

revocable API keys.

6 Opera�onal baseline

Secrets outside code; logging, 

monitoring and recovery controls.

A working founda�on today, with de%ned priori�es for further hardening.



0 5   /   C TO  P E RS P EC T I V E

A control claim needs inspectable evidence

Start with the baseline; make the veri)ca�on ques�on explicit.

EU GPT Vadim Chepegin  ·  CTO ISACA  ·  September 2026     07

BASELINE → ASSURANCE

CONTROL IN THE EXISTING BASELINE EVIDENCE TO INSPECT

EU-hosted environments Processing loca�ons and dependency inventory

TEST / ACC / PROD separa�on Con-gura�on boundaries and access tests

Roles, ownership and API access Posi�ve and nega�ve authorisa�on tests

Opera�onal controls Restore results, access reviews and log coverage

Implementa�on, test results and independent assurance are dis�nct claims.



0 5   /   C TO  P E RS P EC T I V E

The next engineering work is explicit

Our current limita�ons de)ne concrete priori�es for strengthening the pla$orm.
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CURRENT GAPS / NEXT WORK

1 Organisa�on boundary

Enforce the boundary consistently across 

services.

2 Authorisa�on seman�cs

Apply the same rules across all access paths.

3 Mandatory policy checks

Put a common decision layer before sensi�ve 

ac�ons.

4 Decision evidence

Link policy, decision, ac�on and outcome.

Some controls s�ll depend on con%gura�on and opera�onal discipline.



0 5   /   C TO  P E RS P EC T I V E

Shared meaning makes AI inspectable

A research founda�on for explicit concepts, rela�onships and modular systems.
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RESEARCH → DESIGN PRINCIPLE

Common concepts

Source · actor · evidence

Industry vocabulary

Sector terms and rules

Company meaning

Terminology and ownership

Project context

Purpose and case facts

De�ne meaning → preserve provenance → support review

Aroyo, De Bra & Chepegin (2004) · Seman+c Web-based Adap+ve Hypermedia

Sangers et al., including Chepegin (2013) · Seman+c Web service discovery using NLP techniques

Research founda�ons for shared seman�cs and language matching; today’s architecture is a new applica�on.

https://ceur-ws.org/Vol-105/Aroyo-Debra-Chepegin-WWW04-Workshop.pdf
https://doi.org/10.1016/j.eswa.2013.02.011
https://ceur-ws.org/Vol-105/Aroyo-Debra-Chepegin-WWW04-Workshop.pdf
https://doi.org/10.1016/j.eswa.2013.02.011
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GraphRAG: connect evidence, then answer

Proposed knowledge work"ow: reviewed rela�onships plus permission-)ltered source passages.

EU GPT Vadim Chepegin  ·  CTO ISACA  ·  September 2026     10

PROPOSED DESIGN

BUILD THE KNOWLEDGE ASK WITH AUTHORISED CONTEXT

Sources Extract

✓

Validate Graph + index

Source anchors · review status · versions · access metadata

Ques�on → scoped retrieval

Rela�onships + original passages

↓

Cited answer and visible evidence 

gaps

DISCUSS Where must permissions apply to derived knowledge?



0 5   /   C TO  P E RS P EC T I V E

Useful memory has an owner and a scope

Retain context deliberately; make correc�on, expiry and dele�on part of the design.
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PROPOSED DESIGN

Company knowledge

Approved terms and reusable facts

Stewarded for authorised users

Project memory

Decisions, constraints and -ndings

Bound to project membership

Personal memory

Preferences and working context

User-visible and controllable

Source + scope + purpose + review state + life�me

Promo+on into shared knowledge is an explicit decision. Retained context does not require model training.



0 5   /   C TO  P E RS P EC T I V E

An employee changes teams. What should follow?

A small organisa�onal change tests the whole knowledge and memory lifecycle.

EU GPT Vadim Chepegin  ·  CTO ISACA  ·  September 2026     12

DISCUSSION / 2 MINUTES

Same person.

New context.

Access to Project A is revoked.

Personal preference “Keep my brie:ngs concise.”

Restricted "nding A fact extracted from Project A.

Previous output A brie:ng already saved or exported.

DISCUSS What stays, what is revoked, and what evidence proves it?



0 5   /   C TO  P E RS P EC T I V E

Target: one governed knowledge-to-action flow

Iden�ty and context constrain retrieval, memory and execu�on throughout.
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TARGET ARCHITECTURE

TENANT + USER + PROJECT + PURPOSE + DATA CLASSIFICATION

Iden�ty Scoped retrieval AI / agents

✓

Policy gate Ac�on

Graph + scoped memoryPermission-6ltered 

context

Policy checks at retrieval, memory access and 

execu�on.

Evidence across the +ow: source → policy version → decision → ac�on → outcome
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Target architecture: three layers of control

Context, execu�on and governance work together across the complete AI work"ow.
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TARGET ARCHITECTURE / DETAIL

CONTEXT
Iden�ty & organisa�on

User · role · tenant · business 

unit

Security context

Project · purpose · classi%ca�on

Authorised resources

Tenant-scoped data sets

Knowledge & memory

Inherited access constraints

EXECUTION
AI orchestra�on

LLMs · agents · work+ows

Policy decision

Iden�ty · intent · rules

Tool / ac�on

APIs · enterprise systems

Audit evidence

Logs · traces · outcomes

GOVERNANCE
Policies & guardrails

Data rules · tool allowlists

Oversight

Approvals · reviews · risks

Audit & compliance

Repor�ng · control checks

Con�nuous feedback

Monitoring · rule updates

The governance layer applies across context, retrieval, memory and execu�on.
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The policy decision point makes intent explicit

A proposed control contract between AI orchestra�on and sensi�ve execu�on.
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TARGET / POLICY DECISION POINT

INPUTS

Actor and en�tlements

Requested ac�on and intent

Resource and classi-ca�on

Tenant, project and purpose

Applicable rule versions

Policy Decision

Point

Evaluate the request

against applicable rules

DECISION → ENFORCEMENT

ALLOW  → execute within scope

DENY  → block the ac�on

REQUIRE APPROVAL  → hold

WARN  → apply de�ned handling

Re-check a	er approval or context 

changes.

Record the request, rule version, reason, approval, ac�on and outcome.
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EU-SAGA: from requirements to enforceable rules

A proposed path from interpreted obliga�ons to testable technical controls.

EU GPT Vadim Chepegin  ·  CTO ISACA  ·  September 2026     16

TARGET / EU-SAGA

1

Requirement

Law / policy

2

Reviewed rule

Scope + owner

3

Evalua�on

Actor + context

4

Decision

Allow / deny / 

approve

5

Enforcement

Before ac	on

6

Evidence

Decision + outcome

Review excep�ons, rule changes and test results

Legal interpreta�on remains accountable human work; enforcement must be tested.
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EU-SAGA: the rule bundle and decision record

Make the regulatory-to-technical interface precise enough to review and test.

EU GPT Vadim Chepegin  ·  CTO ISACA  ·  September 2026     17

TARGET / EU-SAGA DETAIL

Reviewed rule bundle

Machine-readable constraints

Scope, owner and version

Requirement-to-rule mapping

Excep�ons and test cases

✓

Run�me evalua�on

Actor + ac�on

Resource + context

Allow / deny / warn / approval

Enforce before the ac�on

Linked audit record

Rule and policy version

Decision and ra�onale

Ac�on and outcome

Evidence for review

EU law + sector requirements + customer policy → reviewed, testable controls



Contact

Questions afterwards? Feel free to get in touch directly.

Harmenjan Sijtsma
CEO, EU GPT B.V.

+31 6 10 556 905

harmsijtsma@eugpt.nl

eugpt.nl

EU GPT B.V.  ·  Chamber of Commerce 97997250  ·  Startup Village Amsterdam
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